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Executive Summary
Differentiating Appliances
In a world of big data and real-time information, challenges come from multiple directions. Organizations must
deal not only with fast growing data volumes, but also with demands for more sophisticated interpretations of data
and more rapid delivery of results.
Analytical appliances offer better-optimized performance and faster deployment than conventionally configured
databases, servers and disk arrays. But there are differences in architecture and technology between platforms that
can result in significantly different cost/benefit equations.
Nowhere is this more the case than for the two platforms that are the subject of this report: IBM PureData System
for Analytics, powered by Netezza technology, and Oracle Exadata Database Machine.
IBM PureData System for Analytics has, for more than a decade, employed a unique system design. This avoids
the complexities of SQL data warehouse architecture, enables exceptionally rapid application development and
deployment, and executes analytical workloads in a simple effective manner.
In comparison, Oracle Exadata systems are designed to accelerate performance for conventional Oracle data
warehouse environments. Although the Exadata design incorporates new hardware and software technologies, it
retains Oracle Database and Real Application Clusters (RAC) architecture. It is complex and inefficient in the
way it uses system resources.
The choice is not simply between different hardware platforms. It involves more basic decisions about the nature
of organizational informational architectures, and about trade-offs between compatibility with existing software
and skills, speed of new application deployment and costs. In a Big Data world, traditional assumptions may no
longer apply.

Oracle Exadata three-year costs
averaged 1.8 times more than
for use of IBM PureData
System for Analytics

Comparing Costs
There are significant variances between IBM PureData System for Analytics
and Exadata systems in two areas. The most obvious is in costs of ownership.

In four representative installations in digital media, financial services, retail and telecommunications companies
analyzed for this report, three-year costs for use of Oracle Exadata systems averaged 1.8 times more than those for
latest-generation IBM PureData System for Analytics.
Figure 1 illustrates these results.
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Figure 1: Three-year Costs of Ownership for IBM PureData System for Analytics and Oracle Exadata Database
Machine Assuming Transfers of Oracle Licenses from Replaced Systems – Averages for All Installations
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Oracle Exadata calculations are based on use of X4-2 and X3-8 models introduced in December 2013.
Calculations for both platforms include acquisition and deployment costs as well as maintenance and support,
personnel costs for database, system and storage administration, and facilities costs. Acquisition, maintenance and
support costs are based on discounted vendor prices reported by users.
Oracle Exadata calculations allow for transfers of Oracle enterprise software licenses from older systems replaced
by Exadata. If all new Oracle licenses had been acquired, three-year costs of ownership for Oracle Exadata
systems would have averaged 2.6 times more than for IBM PureData System for Analytics.
Another type of comparison also comes into play. In fast-moving analytics markets, time to value has significant
cost implications.
Analytical applications may yield significant bottom-line gains, often in a
matter of weeks to months. The corollary is that delays in bringing such
applications into production may represent significant lost revenue and profit
opportunities. Competitive position may also be eroded if, in the meantime,
others exploit such opportunities.

Oracle Exadata lost opportunity
costs averaged 3 times more than
for use of IBM PureData System
for Analytics

These effects were apparent in the same four installations employed for cost of ownership comparisons. In these
cases, lost opportunity costs for deployment of IBM PureData System for Analytics were significantly lower than
for Oracle Exadata systems. Figure 2 illustrates disparities.
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Figure 2: Three-year Lost Opportunity Costs for Use of IBM PureData System for Analytics and
Oracle Exadata Database Machine – All Installations

Lost opportunity costs for use of Oracle Exadata systems ranged from 2.4 to 7.5 times more, and averaged over
three times more than IBM PureData System for Analytics.
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These costs are for initial applications only. In practice, organizations would continue to deploy new applications.
The cumulative impact of faster deployment over multi-year periods would be a great deal larger. Disparities in
lost opportunity costs would increase by wide margins.
These and other results presented in this report are based on input from 42 companies employing IBM PureData
System for Analytics or Oracle Exadata systems in comparable roles.
Further information on profiles, methodology and assumptions employed for calculations, along with cost
breakdowns for installations and platforms may be found in the Detailed Data section of this report.

Costs of Ownership
Significant differences in costs of ownership emerged in the following areas:
•

Acquisition, maintenance and support costs. For readers who have followed industry debates on this
subject, it will come as no surprise that Oracle Exadata systems are expensive.
Acquisition, maintenance and support costs for Oracle Exadata hardware, and operating system and
Storage Server software (list priced at $10,000 per disk drive) are substantial. Organizations must also
employ an extensive suite of Oracle enterprise software that includes the products shown in figure 3.
Product

U.S. List Price
per Processor

Database 11g or 12c Enterprise Edition

$47,500

Real Application Clusters

$23,000

Partitioning

$11,500

Advanced Compression

$11,500

Diagnostics Pack
Tuning Pack
Database Lifecycle Management Pack
TOTAL

$5,000
$5,000
$12,000
$115,500

Figure 3: Oracle Exadata Enterprise Software Suite

The Advanced Compression option is separate from Exadata Hybrid Columnar Compression (HCC) for
columnar data structures, and is in principle optional. According to Oracle, however, it is licensed by
most Exadata customers, and is required for Flash Cache Compression in latest-generation systems. It is
included in calculations presented in this report.
The overall suite adds a further $115,500 per processor (core) in list price license costs for Oracle Exadata
systems, plus support at 22 percent of license costs per year.
IBM PureData System for Analytics hardware, along with software providing functionality equivalent to
the Oracle Exadata stack, is offered as part of a single-price package. There is a single annual support fee
for all components.
In the cost of ownership comparisons presented in this report, combined three-year acquisition,
maintenance and support costs for Oracle Exadata systems averaged 1.5 times more than IBM PureData
System for Analytics.
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Personnel costs. Among organizations surveyed for this report, full time equivalent (FTE) staffing for
database administrators (DBAs) was reported to be significantly less for use of IBM PureData System for
Analytics than for Oracle Exadata systems.
Among Oracle Exadata users, numbers of FTE DBAs ranged from one to more than three, and averaged
over 1.5. Among IBM PureData System for Analytics users, administrative overhead ranged from 20
hours per year to – in the case of a company operating more than 30 systems – two FTEs. The average
was less than 0.5 FTE.
Typical Oracle Exadata DBA workloads included designing and maintaining data models, indexes, tables,
partitions, tables and other data structures; performance tuning, workload and configuration management
tasks; and patching. Management of RAC clusters was said to be particularly demanding.
Oracle Exadata DBAs were required to have skills in Oracle Database 11g or 12c with Automatic Storage
Management (ASM) and RAC, along with Exadata-specific training. It was not possible to determine
how long it would take to train individuals who did not have previous in-depth Oracle experience – no
users had done this.
Oracle Exadata systems also required assignment of system and storage administrators. Alternatively,
some organizations have created a new category of Database Machine Administrators with DBA as well
as operating system, storage and system administration skills.
In contrast, IBM PureData System for Analytics were said to require minimal DBA intervention. Little or
no performance tuning was required, and DBAs also typically handled system management, development
and other tasks. In most cases, individuals did not have previous experience with this platform. Training
requirements ranged from none (five cases) to two days.
In the cost of ownership comparisons presented in this report, administrative personnel costs for Oracle
Exadata averaged over three times more than for IBM PureData System for Analytics. Costs were
calculated based on average U.S. salary levels, with allowance for benefits, bonuses and related items.
Training costs are included.

•

Deployment costs. Although there have been reports that Oracle Exadata
systems may be deployed in two or three days, such cases are clearly
exceptional. According to users, basic physical installation, setup and testing
typically took at least a week even for small configurations. If other tasks were
included, deployment times were longer.
Overall Oracle Exadata deployment times varied according to whether
organizations were migrating existing data warehouses or deploying new
applications. Migration times ranged from two weeks to 12 months, while new
application deployments ranged from two to 18 months.

76% of IBM PureData
System for Analytics
users reported overall
deployment times of
three weeks or less

Comparable deployment times for IBM PureData System for Analytics ranged from four days to three
months. Figure 4 shows the distribution of user responses for both platforms.
More than three-quarters of IBM PureData System for Analytics users reported overall deployment times
of three weeks or less.
Only one Oracle Exadata user reported a deployment time in this range. This involved a simple migration,
for which software modifications and data conversion had been conducted ahead of time.
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Overall IBM PureData System for Analytics deployment times averaged around 23 days. Oracle Exadata
deployments for migrations and new application deployments averaged 119 and 191 days respectively,
while all deployments averaged 146 days. (These calculations assume 30 days per month – users often
reported deployment times of, for example, three months or six months.)
Deployment Time

IBM PureData System for
Analytics

Oracle Exadata:
migrations

Oracle Exadata: new
application deployments

1-2 days

4

–

–

3-10 days

5

–

–

10-20 days

7

1

–

20-50 days

3

2

–

50-100 days

1

5

2

100 days to 6 months

1

4

3

7-12 months

–

1

2

12 months+

–

–

1

21

13

8

TOTAL

Figure 4: Reported Overall Deployment Times for IBM PureData System for Analytics and
Oracle Exadata Database Machines

In the four installations employed for cost of ownership comparisons, Oracle Exadata deployment times
ranged from six weeks to 10 months. Comparable times for IBM PureData System for Analytics
deployments were four days to three months.
Deployment costs, principally for external professional services, averaged 3.5 times more for Oracle
Exadata systems than for IBM PureData System for Analytics. Deployment costs calculations were based
on daily rates for appropriate professional services staff, with allowance for travel and entertainment
(T&E) expenses.
In addition, facilities costs, principally for energy, were marginally lower for IBM PureData System for Analytics
than for Oracle Exadata. Costs were calculated based on vendor specifications.

Conclusions
The concept of data warehousing has been with us for close to 40 years. For
most of its history it has been closely associated with SQL architecture in
general, and Oracle architecture in particular. But the business environment in
which data warehouses operate is changing.

Almost half of IBM PureData
System for Analytics users cited
performance limitations of
existing Oracle-based data
warehouses as a reason for
moving to this platform

Among many Oracle users, there is clearly dissatisfaction with the
performance delivered by conventional Oracle data warehouse architecture.
Among Exadata users, 13 out of 21 users cited performance limitations of
existing Oracle-based data warehouses as a reason for moving to this platform,
and this was also the case for 10 out of 21 IBM PureData System for Analytics users.

Pressures for more rapid delivery of results have been escalating for more than a decade, and this trend will
accelerate in the future. An increasingly large segment of analytical processing will clearly move to solutions that
cut through the complexity of conventional data warehouse architectures, and allow delivery of results in a
simpler and faster manner.
The option emerges, even among organizations with longstanding investments in Oracle-based data warehousing,
to move to a new platform for new, time-sensitive complex analytics applications.
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As user experiences have demonstrated, IBM PureData System for Analytics may deliver substantial business
gains before deployment of Oracle Exadata systems is completed. Moreover, the effects of faster application
delivery over time may have a measurable impact on organizational competitive performance.
A further benefit of deploying IBM PureData System for Analytics is that applications may be defined by users
themselves, or at least deployed with less intervention by IT specialists. The application delivery process becomes
more responsive to users, and more closely aligned with business needs.
Oracle data warehouse architecture will clearly remain a major presence in the IT world. But IBM PureData
System for Analytics offers an opportunity to exploit the potential of analytical appliances while moving beyond
legacy commitments, rather than reinforcing them. The potential benefits in IT savings, as well as in bottom-line
business advantage, suggest that this is an option that should be reviewed.
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User View
Introduction
This section provides additional detail on users surveyed for this report and on their input on FTE staffing and
deployment times. The following section, Technology View, provides further analysis of IBM PureData System
for Analytics and Oracle Exadata systems.
The final section, Detailed Data, outlines installations, and details configurations as well as FTE DBA staffing
levels for these. Methodologies and values employed for cost calculations are also presented.

Demographics
IBM PureData System for Analytics as well as Oracle Exadata users ranged from companies with fewer than 300
employees to Fortune 100 and Financial Times Global 100 corporations. Industry distribution was as shown in
figure 5.
Telecom

Digital Media

Financial
Services

Retail

Other

Total

IBM PureData System for Analytics

6

5

3

3

4

21

Oracle Exadata Database Machine

5

4

4

3

5

21

Industry

Figure 5: Industry Distribution of Survey Population

Among 21 Exadata users, 13 had moved existing Oracle-based data warehouses and/or analytics applications to
Oracle Exadata systems. The amount of work required set up and test Oracle Exadata systems, and the amount of
DBA retraining required were less than for first-time deployments.
Eight users reported new application deployments, although at least one of these involved modifications to
existing Oracle-based system. In others, Oracle Business Intelligence Enterprise Edition (OBIEE) or other Oraclebased solutions were deployed for the first time. All users employed Oracle databases elsewhere within
organizations.
IBM PureData System for Analytics users often reported the same performance bottlenecks with existing data
warehouses as those that chose to deploy Oracle Exadata systems. New applications were typically deployed
rather than existing applications migrated.
Two organizations reported that they have moved to this platform after experiencing performance difficulties with
SQL Server-based data warehouses.
Users of both platforms reported significant performance improvements – sometimes of hundreds of times – in
moving to these. Comparisons were, however, typically with legacy systems on comparatively old hardware.
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FTE Staffing
Oracle Exadata Database Machine
Oracle Exadata users reported between one and more than three FTE DBAs supporting this platform. Numbers of
FTE system and storage administrators were estimated as half to two. Most organizations had formed Exadata
teams with multiple skill sets.
Several organizations estimated that Oracle Exadata administration workloads involved around 60 percent DBA,
and 40 percent system and storage administration tasks. This appeared, however, to be a general industry rule of
thumb rather than based on experience.
The amount of training that had to be undertaken varied depending on the existing skill levels of individuals
assigned to Oracle Exadata administration. The shortest DBA retraining period for individuals with Oracle
database and RAC skills was said to be two weeks and the longest three months, with most organizations
reporting four to six weeks.
Several respondents noted that in-house training was typically necessary, as skilled Exadata administrators were
difficult to find…hard to hire. Oracle or third-party consultants were also employed on a full- or part-time basis in
at least seven organizations.

IBM PureData System for Analytics
Among 21 IBM PureData System for Analytics users, 18 employed less than one FTE for database as well as
system storage administration. One organization cited a single FTE supporting multiple systems. Two cited two
FTEs supporting more than 20 and more than 30 systems respectively.
Among organizations with less than one FTE, 12 (67 percent) estimated than the actual number was less than 0.5.
Administration overhead was said to represent a fraction of one person’s time once a week…two hours a week…a
couple of hours a week…a few hours a month…less than an hour a day (to administer five systems)…maybe six
hours every three months…20 hours a year.
In most cases, IBM PureData System for Analytics administrators had previous experience with other business
intelligence systems and/or databases, or as system administrators and engineers. Only four organizations hired a
PureData System for Analytics specialist.
A number of reasons were cited for low staffing levels. The most common was that (end) users interface directly
to the system.
It was also noted that we don’t have to build indexes…users write directly to the system, they don’t need to go
through a DBA…we work with complete data sets instead of having everything aggregated and summarized
first…we don’t have to use data models…(end) users do most of the work. They don’t have to go through a
developer unless there’s something out of the ordinary. Performance tuning requirements were said to be virtually
non-existent.
Training requirements were said to be minimal. In one organization, the PureData for Analytics system had been
up and running for six months before any training was required – and that was for an (system) upgrade.
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Deployment Experiences
Deployment Times
As a general principle, migration of systems is a simpler and faster than deployment of new applications.
There was an obvious variance between Oracle Exadata and IBM PureData System
for Analytics users in this area. Most Oracle Exadata deployments involved
migration of existing systems, while this was the case only for three IBM PureData
System for Analytics users – in these cases, existing MicroStrategy or SAS users
had moved applications to this platform.
Even where organizations had migrated existing systems to Oracle Exadata,
however, responses indicated that IBM PureData System for Analytics appliances
were brought into production faster.

The fastest reported IBM
PureData System for
Analytics deployment
provided reporting data to
500+ users within four days

Disparities were striking. The fastest IBM PureData System for Analytics deployment, for example, involved
availability of reporting applications and data to 500+ end users within four days, and full production operations
supporting 3,000+ users in less than three weeks.
The fastest Oracle Exadata deployment involved initial availability in two weeks, and full production operations
for 200 reporting users in approximately one month. In this case, however, applications and data had been
migrated before installation of the production system. The next fastest deployment time was two months.
At the other end of the spectrum, the longest deployment cycles were 3 months and 24 months for IBM PureData
System for Analytics and Oracle Exadata systems respectively. These cycles were for exceptionally large projects.

External Assistance
All Oracle Exadata users that responded on this subject used Oracle Advanced Customer Support Services and/or
Oracle business partners to handle startup. Three engaged Oracle Consulting.
Engagements ranged from two weeks to more than eight months, and typically involved installation and setup,
performance tuning and migration-related work. Oracle services and/or business partner personnel were typically
involved throughout the deployment process.
Among IBM PureData System for Analytics users, 15 organizations employed IBM or business partner
assistance, and in six in-house staff handled deployment. IBM or business partner personnel were involved for
between four days and three months.
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Technology View
Oracle Exadata Database Machine
Overview
First introduced in 2008, the Oracle Exadata Database Machine has been positioned by the company as a solution
for analytical, transactional and database consolidation applications. Although transactional and consolidation
roles are supported by software add-ons, the underlying design is not obviously optimized for such workloads.
In practice, Exadata originated as Oracle’s response to massively parallel processing (MPP) data warehouse
appliances that appeared in the mid-2000s from Netezza and others. Certain Netezza design concepts –notably
query filtering– were adopted by Oracle.
Oracle design objectives were, however, different. Exadata architecture was intended to: (1) maintain Oracle
Database and RAC compatibility; and (2) offer appliance-competitive performance for scan-intensive analytical
workloads. Achieving the second of these objectives meant overcoming the I/O limitations of conventional Oracle
database architecture.
The resulting Oracle Exadata design is a hybrid of two main components: a conventional Oracle RAC cluster
(implemented in database servers); and a separate subsystem that offloads I/O processing (built around Storage
Servers). These are integrated through common software mechanisms and an InfiniBand switched backbone.
The RAC cluster retains control over the I/O subsystem. ASM handles management of Exadata Storage Server
disks, and Database Resource Manager and Enterprise Manager services also extend to the subsystem.
The principal Oracle Exadata technologies, which are summarized in figure 6, are designed to minimize traffic
over the InfiniBand fabric. This is achieved through compression (HCC), filtering (Smart Scan and Storage Index
Technology) and high-performance caching (Smart Flash Cache).
FEATURE

DESCRIPTION

Exadata Hybrid Columnar
Compression (HCC)

Hybrid of column- & row-based database structures enables higher levels of data compression than pure
relational databases. Works most effectively for large tables processed sequentially.

Smart Scan & Storage
Index Technology

Smart Scan filters SQL queries to exclude irrelevant rows & columns, reducing traffic to database servers
over internal InfiniBand fabric. Creates & modifies Storage Indexes.
According to Oracle: applications with queries that include predicates & perform a lot of full table scans or fast
full scans of indexes – typically those used in data warehousing environments – will benefit greatly from
storage indexes.

Smart Flash Cache

Caches most frequently accessed data (colder data is stored on SAS drives). Initial design processed only
read operations directly; i.e., write I/O operations did not benefit from higher flash speeds. Flash Cache WriteBack (FCWB) processes reads & writes. Default behavior for Smart Scans is to bypass Smart Flash Cache.
Flash Cache Compression, introduced December 2013, is said by Oracle to offer up to 4x data compression.
Norm appears to be around 2:1. Requires Advanced Compression Option.

I/O Resource Manager

Allows administrators to assign I/O bandwidth to different databases & users to meet service level targets.
Includes ability to reserve flash use to most performance-sensitive workloads. Integrates with Database
Resource Manager feature in Database 11g or 12c. Facilitates database consolidation.

Figure 6: Principal Oracle Exadata-specific Technologies

Oracle also recommends that users employ partition pruning, a Database 11g and 12c capability that allows users
to exclude irrelevant partitions from scanning processes.
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HCC is an Oracle implementation of columnar technology that has become widely adopted for high-volume
analytics applications. It offers significantly higher levels of raw throughput and compression than row-based data
structures.
As the term hybrid suggests, HCC combines column- and row-based data structures. This approach retains
compatibility with Oracle Database’s row-based design.
Although HCC can in principle achieve extremely high levels of compression – Oracle has claimed rates of more
than 10 times for data warehouses and 15 to 50 times for archival (infrequently accessed) data – most users
experience lower overall levels. HCC operates on table segments rather than logs, indexes and other data
structures, and tends to be most effective when (1) large tables are processed sequentially, and (2) when data is
static rather than frequently modified.
Oracle Exadata software also offloads a number of secondary functions from database
servers, including data mining model scoring and incremental database backups.
Although the core design is geared to analytical applications, two features support other
Oracle Exadata roles. I/O Resource Manager is designed to facilitate database server
consolidation for all types of Oracle-based application. Flash Cache Write-Back
(FCWB) accelerates processing of read operations that are characteristic of
transactional applications.

Oracle Exadata
hybridization means
that: (1) the overall
environment is complex
and (2) use of system
resources is inefficient

A central characteristic of the Oracle Exadata design should be highlighted. Hybridization means that: (1) the
overall environment is complex. Administrators must deal with partitioned Oracle databases, RAC clusters and
Exadata-specific hardware and software features. (2) Use of system resources is inefficient. High levels of system
overhead are generated.
One example is HCC, which converts data to columns for compression purposes, then converts them back into
rows for processing.
As a result, the considerable processing power offered by Oracle Exadata systems does not translate directly into
application-level performance. A greenfield design, such as that of Netezza, would have been more efficient.

Hardware Base
Oracle Exadata systems are offered in two model groups, which may be configured with varying numbers of
database and storage servers. The latter are equipped with flash memory and High Performance (HP) or High
Capacity (HC) hard disk drives (HDDs).
Current systems include X4-2 models offered in eighth-, quarter-, half- and full-rack configurations (the eighthrack configuration is a repackage of the quarter-rack model with half of the database servers, flash cards and
HDDs disabled); and X3-8 models offered in standard configurations of from one to eight racks. X4-2 models
may not be upgraded to X3-8 equivalents.
In principle, Oracle supports X3-8 systems in configurations of up to 18 racks, and larger systems are possible.
There appear, however, to be few if any production systems of this size.
Oracle Exadata X4-2 database servers are equipped with Intel E5 (Sandy Bridge) 12-core processors, while X3-8
models continue to employ the same Intel E7 10-core processors as the previous generation of X2-8 systems.
Exadata Storage Servers for both model groups employ Intel E5 six-core processors, flash cards and SAS (Serial
Attached SCSI) 10K (HP models) or Near-line SAS (HC models) HDDs.
Cost/Benefit Case for IBM PureData System for Analytics:
Comparing Costs and Time to Value with Oracle Exadata Database Machine
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Current high performance models are summarized in figure 7. This table shows total numbers of processors and
cores for each configuration; e.g., 4/48 x E5 2.7 GHz means four Intel E5 processors with 12 cores each. Usable
capacities for SAS drives are as stated by Oracle.
ORACLE EXADATA DATABASE MACHINE X4-2
EIGHTH RACK

QUARTER RACK

HALF RACK

FULL RACK

2 Database Servers
2/24 x E5 2.7 GHz
1 TB RAM

2 Database Servers
2/48 x E5 2.7 GHz
1 TB RAM

4 Database Servers
4/96 x E5 2.7 GHz
2 TB RAM

8 Database Servers
8/192 x E5 2.7 GHz
4 TB RAM

3 Storage Servers
6/36 x E5 2.6 GHz
6 x 800 GB flash
4.8 TB flash cache
(2.4 TB usable)
18 x 1.2 TB 10K SAS
21.6 TB disk (9 TB usable)

3 Storage Servers
6/36 x E5 2.6 GHz
12 x 800 GB flash
9.6 TB flash cache
(4.8 TB usable)
36 x 1.2 TB 10K SAS
43.2 TB disk (19 TB usable)

7 Storage Servers
14/84 x E5 2.6 GHz
28 x 800 GB flash
22.4 TB flash cache
(7.5 TB usable)
84 x 1.2 TB 10K SAS
100.8 TB disk (45 TB usable)

14 Storage Servers
28/168 x E5 2.6 GHz
56 x 800 GB flash
44.8 TB flash cache
(14.9 TB usable)
168 x 1.2 TB 10K SAS
201.6 TB disk (90 TB usable)

ORACLE EXADATA DATABASE MACHINE X3-8
1 RACK

2 RACKS

4 RACKS

2 Database Servers
16/160 x E7 2.4 GHz
4 TB RAM

4 Database Servers
32/320 x E7 2.4 GHz
8 TB RAM

8 Database Servers
64/640 x E7 2.4 GHz
16 TB RAM

16 Database Servers
128/1280 x E7 2.4 GHz
32 TB RAM

8 RACKS

14 Storage Servers
28/168 x E5 2.6 GHz
56 x 800 GB flash
44.8 TB flash cache
(15 TB usable)
168 x 1.2 TB 10K SAS
201.6 TB disk (90 TB usable)

28 Storage Servers
56/336 x E5 2.6 GHz
112 x 800 GB flash
89.6 TB flash cache
(29.8 TB usable)
336 x 1.2 TB 10K SAS
403.2 TB disk (180 TB usable)

56 Storage Servers
112/672 x E5 2.6 GHz
224 x 800 GB flash
179.2 TB flash cache
(59.8 TB usable)
672 x 1.2 TB 10K SAS
806.4 TB disk (360 TB usable)

112 Storage Servers
224/1,344 x E5 2.6 GHz
448 x 800 GB flash
358.4 TB flash cache
(119.4 TB usable)
1,344 x 1.2 TB 10K SAS
1,612.8 TB disk (720 TB usable)

Figure 7: Current Oracle Exadata High Performance Models

In Oracle Exadata X4-2 eighth and quarter rack models, flash memory devices as well as HDDs employ simple
(1:1) mirroring. Larger models employ triple (2:1) mirroring for redundancy.
Oracle Exadata X4-2 as well X3-8 models may be configured with up to 18 Storage Expansion Racks with four,
nine or 18 additional Storage Servers each.

IBM PureData System for Analytics
Overview
IBM PureData System for Analytics is based on the Netezza Performance Server (NPS) architecture. Netezza,
which introduced its first NPS product in 2002, pioneered the data warehouse appliance market during the 2000s.
IBM acquired the company in 2010.
The core NPS design employed a unique combination of MPP, filtering, streaming and compression technologies
to deliver industry-leading query performance. Use of comparatively low-cost field-programmable gate array
(FPGA) processors and commodity disk drives offered highly competitive price/performance levels.
The simplicity of NPS architecture also contributed to its popularity. NPS systems have a longstanding reputation
for exceptionally fast deployment and low administration overhead.
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The fourth generation of NPS systems, the TwinFin family, was introduced in 2009 and later rebranded as IBM
PureData System for Analytics N1001. Further generations of N2001 and N2002 systems were introduced in
January 2013 and January 2014 respectively. These employed more powerful Intel and FPGA processors, and
higher-capacity SAS disks. A new entry-level N2002-002 model also became available in October 2012.
Currently, half-rack to four-rack models are offered. A modified version, DB2 Analytics Accelerator for z/OS,
offloads analytical processing from IBM System z mainframes running the z/OS version of IBM’s DB2 database.
Systems are designed to operate as part of the IBM Big Data Platform, an enterprise-level architecture that
addresses organization, management and exploitation of structured data as well as new unstructured data types.

Architecture and Technology
IBM PureData System for Analytics architecture is built around four main components:
1. MPP employs a proprietary compiler that divides query workloads into segments, named Snippets, which
are then executed in parallel by blade-based Snippet Processors (S-blades).
2. Filtering ensures that data not required for a specific query is screened out before being passed to
processor memory. According to IBM, typically 95 to 98 percent of user data is excluded in this manner.
Filtering is accomplished using the software-based engines shown in figure 8.
Project Engine

Filters out unnecessary column data based on parameters specified in the SELECT clause of the SQL
statement being processed.

Visibility Engine

Filters out rows of data that should not be visible to query being executed – either because the records
had been marked deleted by an earlier query, or because they had been added to the database after the
start of the current query. Maintains ACID (Atomicity, Consistency, Isolation & Durability) compliance at
streaming speeds.

Restrict Engine

Filters out unnecessary row-level data based on WHERE predicate clauses of the SQL statement being
processed.

Figure 8: Principal IBM PureData System for Analytics Filter Engines

3. Streaming allows data to be transferred to and from disks more rapidly – by orders of magnitude – than
conventional MPP architectures. Data is moved between disks and S-blades in asynchronous mode (i.e.,
transmission delays and protocol overhead are minimal).
4. Compression employs a set of algorithms that compress numeric, integer and temporal (date and time)
data written to disk during load, insert and update operations. The system automatically chooses the best
compression algorithm to use depending upon data characteristics.
Latest-generation IBM PureData System for Analytics routinely enables 4:1 compression, and higher
rates may be realized for some applications and workloads.
S-Blades combine Intel processors executing core system logic with FPGA-based filtering and control engines. A
separate Compression Engine decompresses data before transferring it to Intel processors. This structure is
illustrated in figure 9.
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Streaming
data

FPGA
Control
Engine
Project
Engine

Parse Engine

Visibility
Engine

Restrict
Engine

Filtering
Compression Engine

Intel Processors

Figure 9: IBM PureData System for Analytics S-Blade Structure

Current S-Blades combine dual Intel eight-core Linux processors, 128 GB RAM, and dual eight-core Xilinx
FPGAs. Up to seven active S-Blades are supported in a full rack.
Disk storage is provided by 600 GB SAS drives in 12 enclosures per rack. A full single rack system contains 288
drives, of which 240 are active for database operations, 14 provide swap/log space and 34 act as spares. Data is
striped across primary disks, and duplicated in a RAID 1 configuration.
The current PureData for Analytics 2002 product line is summarized in figure 10.
Model

005

010

020

040

96 TB

192 TB

384 TB

768 TB

Half

Full

2

4

Active S-Blades

4

7

14

28

Intel processor cores

64

112

224

448

FPGA cores

64

112

224

448

User data (compressed)
Racks

Figure 10: Current IBM PureData System for Analytics N2002 Product Line

In addition, the entry-level N2002-02 supports up to 32 TB of compressed user data. All user data values assume
4:1 compression.
In all models, dual redundant symmetric multiprocessing (SMP) hosts implement system-wide SQL compiler,
query plan, management, optimization and other functions. In latest-generation models, blade servers with Intel
six-core Sandy Bridge processors and RHEL 6 are employed in this role.
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Detailed Data
Installations
Cost comparisons presented in this report were based on the installations summarized in figure 11.
RETAIL
COMPANY

DIGITAL MEDIA
COMPANY

TELECOMMUNICATIONS
COMPANY

FINANCIAL SERVICES
COMPANY

BUSINESS PROFILE
Multi-channel retailer
80 TB+ user data

Online content provider
150 TB+ user data

Landline, mobile & Internet
services provider
350+ TB user data

Diversified multinational trading
services
600+ TB user data

Customer targeting; online
advertising & content delivery &
other applications for financial
services, online services,
telecommunications, travel &
other businesses

Analysis of call detail record
(CDR), social media & billing
data for cost & profitability
analysis, usage forecasting,
churn reduction & other
applications

Real-time trading analysis for
compliance & regulatory
applications; identification of
abnormal patterns for fraud
detection, anti money laundering
& related

2 racks
0.5 FTE DBA
Deployment time: 2 months

4 racks
1.0 FTE DBA
Deployment time: 3 months

X3-8: 2 racks
1.5 FTEs
Deployment time: 6 months

X3-8: 3 racks
3.1 FTEs
Deployment time: 10 months

APPLICATIONS
Sales & inventory analysis,
customer behavior modeling,
planning, merchandising,
forecasting, campaign
management, one-on-one
marketing, various

IBM PUREDATA SYSTEM FOR ANALYTICS
Half rack
0.5 FTE DBA
Deployment time: 4 days

Full rack
0.4 FTE DBA
Deployment time: 2 weeks

ORACLE EXADATA DATABASE MACHINE
X4-2: Quarter rack
1.4 FTEs
Deployment time: 6 weeks

X4-2: Full rack
0.9 FTE
Deployment time: 3 months

Figure 11: Installations Summary

Oracle Exadata configurations were High Performance models equipped with 600 GB 15K SAS drives.
For these installations, configurations and FTE staffing levels for IBM PureData System for Analytics and Oracle
Exadata systems were based on user-reported data. Some organizations employed older IBM PureData and Oracle
Exadata models. Where this was the case, configurations were updated to latest-generation equivalents based on
comparative performance estimates by the International Technology Group.

Cost Calculations
Costs were calculated as follows:
•

Oracle Exadata system costs include acquisition of Database Machines and Storage Servers; three years
of Oracle Premier Support for Systems (hardware maintenance) and Premier Support for Operating
Systems; and licenses and three-year Software Update and Support subscriptions for Storage Server
Software.

•

Oracle Exadata enterprise software costs include initial licenses and three-year Software Update and
Support subscriptions for Oracle Database 11g or 12c Enterprise Edition, RAC, Partitioning, Advanced
Compression and Diagnostics, and Tuning and Database Lifecycle Management Packs.

•

IBM PureData System for Analytics costs were calculated based on IBM package prices including
hardware as well as software components. Costs also include two years of support (the first year of
coverage is included in initial acquisition prices).
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Personnel costs were calculated based on annual salaries of $118,986 for Oracle Database Machine
DBAs; $81,079 for Exadata system and storage administrators; and $97,156 for IBM PureData System
for Analytics DBAs. Salaries were increased by 56.7 percent to allow for bonuses, benefits and other per
capita costs, and multiplied for three years.
Calculations also include appropriate training courses provided by Oracle or IBM. The duration of these,
and the number of individuals trained varied between installations.

•

Deployment costs for Oracle Exadata systems for all installations, and for IBM PureData System for
Analytics for the telecommunications and financial services companies were for time spent by external
professional services staff, charged at $2,000 per person-day for both platforms.
Deployment costs for IBM PureData System for Analytics for the retail and digital media companies
calculated based on single-price service offerings from IBM business partners. Calculations for both
platforms for all installations include T&E expenses for onsite time by external staff.

•

Facilities costs are for energy consumption by appliances. Calculations are based on vendor specifications
and assume near-24/365 operations over a three-year period. A conservative assumption for average cost
per kilowatt-hour was employed.

Cost calculations do not include Oracle Customer Data and Device Retention or IBM Hard Drive Retention
Services.
All cost values are for the United States.

Cost Breakdowns
Costs of ownership breakdowns are presented in figures 12 and 13.
RETAIL
COMPANY

DIGITAL MEDIA
COMPANY

TELECOMMUNICATIONS
COMPANY

FINANCIAL SERVICES
COMPANY

IBM PUREDATA SYSTEM FOR ANALYTICS
Acquisition

701,250

1,229,500

2,475,000

4,922,500

Maintenance & support

252,450

442,530

891,000

1,772,100

98,530

165,985

388,900

663,458

234,365

188,692

239,365

467,730

11,446

20,439

40,878

81,757

1,298,041

2,047,146

4,035,143

7,907,545

Deployment
Personnel
Facilities
TOTAL ($)

ORACLE EXADATA DATABASE MACHINE
Acquisition

302,760

1,248,450

4,348,400

6,153,000

Maintenance & support

191,730

813,572

2,574,264

3,617,460

Deployment

209,502

419,004

1,057,662

2,858,655

Personnel

761,914

508,968

808,939

1,652,874

Facilities
TOTAL ($)

7,163

12,651

1,473,069

3,002,645

57,229
8,846,494

85,844
14,367,833

Figure 12: Three-year Costs of Ownership Breakdowns for use of IBM PureData System for Analytics and
Oracle Exadata Database Machine – Assumes Transfers of Oracle Licenses from Replaced Systems
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RETAIL
COMPANY

DIGITAL MEDIA
COMPANY

TELECOMMUNICATIONS
COMPANY

FINANCIAL SERVICES
COMPANY

IBM PUREDATA SYSTEM FOR ANALYTICS
Acquisition

701,250

1,229,500

2,475,000

4,922,500

Maintenance & support

252,450

442,530

891,000

1,772,100

98,530

165,985

388,900

663,458

234,365

188,692

239,365

467,730

Deployment
Personnel
Facilities

11,446

20,439

40,878

81,757

1,298,041

2,047,146

4,035,143

7,907,545

1,041,950

1,987,650

6,566,000

9,849,000

Maintenance & support

679,602

1,301,454

4,037,880

6,056,820

Deployment

209,502

419,004

1,057,662

2,858,655

Personnel

761,914

508,968

808,939

1,652,874

7,163

12,651

57,229

85,844

2,700,131

4,229,727

12,527,710

20,503,193

TOTAL ($)

ORACLE EXADATA DATABASE MACHINE
Acquisition

Facilities
TOTAL ($)

Figure 13: Three-year Costs of Ownership Breakdowns for use of IBM PureData System for Analytics and Oracle
Exadata Database Machine – Assumes All New Oracle Paid Licenses
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International Technology Group
ITG sharpens your awareness of what’s happening and your competitive edge
. . . this could affect your future growth and profit prospects
International Technology Group (ITG), established in 1983, is an independent research and management
consulting firm specializing in information technology (IT) investment strategy, cost/benefit metrics,
infrastructure studies, deployment tactics, business alignment and financial analysis.
ITG was an early innovator and pioneer in developing total cost of ownership (TCO) and return on investment
(ROI) processes and methodologies. In 2004, the firm received a Decade of Education Award from the
Information Technology Financial Management Association (ITFMA), the leading professional association
dedicated to education and advancement of financial management practices in end-user IT organizations.
Client services are designed to provide factual data and reliable documentation to assist in the decision-making
process. Information provided establishes the basis for developing tactical and strategic plans. Important
developments are analyzed and practical guidance is offered on the most effective ways to respond to changes that
may impact complex IT deployment agendas. A broad range of services is offered, furnishing clients with the
information necessary to complement their internal capabilities and resources.
Clients include a cross section of IT end users in the private and public sectors representing multinational
corporations, industrial companies, financial institutions, service organizations, educational institutions, federal
and state government agencies as well as IT system suppliers, software vendors and service firms. Federal
government clients have included agencies within the Department of Defense (e.g., DISA), Department of
Transportation (e.g., FAA) and Department of Treasury (e.g., US Mint).
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